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Aim of this mini-course

Aim: To provide an introduction to sequential Monte Carlo (SMC)

methods and their use in nonlinear system identification.

After the mini-course you should be able to derive your own SMC-based

algorithms allowing you to do inference in nonlinear models.
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Ex) Indoor positioning (engineering)

Aim: Compute the position of a person moving around indoors using

variations in the ambient magnetic field and the motion of the person

(acceleration and angular velocities). All of this observed using sensors in

a standard smartphone.

Fig. 1: Principle of magnetic terrain navigation. Here a pre-generated magnetic map is overlaid on top of a picture of the space.
The map depicts a vector field with both a direction (the arrows indicate the direction based on the x and y components)
and magnitude (warm colours indicate stronger values, cool colours weaker). During positioning, the vector valued (three-
component) measurement track obtained by the smartphone magnetometer is matched to the magnetic landscape.

II. METHODS

An illustration of the general concept of magnetic terrain
navigation is shown in Figure 1. The magnetic terrain naviga-
tion setup in this paper boils down to three distinctive parts:

• The positioning is overseen by a particle filter, which is a
sequential Monte Carlo approach for proposing different
state histories and finding which one matches the data the
best.

• The magnetic terrain which the observations are matched
against. The map is constructed by a Gaussian process
model which is able to return a magnetic field estimate
and its variance for any spatial location in the building.

• A model for the movement of the person being tracked,
often referred to as a pedestrian dead reckoning model.

The following sections will explain these components of the
map matching algorithm in detail.

A. Particle filtering

Particle filtering [12, 22, 23] is a general methodology for
probabilistic statistical inference (i.e., Bayesian filtering and
smoothing) on state space models of the form

xk+1 ∼ p(xk+1 | xk),

yk ∼ p(yk | xk),
(1)

where p(xk+1 | xk) defines a vector-Markov model for the
dynamics of the state xk ∈ Rdx , and p(yk | xk) defines
the model for the measurements yk ∈ Rdy in the form of
conditional distribution of the measurements given the state.
For example, in (magnetic) terrain navigation, the dynamic
model tells how the target moves according to a (pedestrian)
dead reckoning and the (Markovian) randomness is used
for modeling the errors and uncertainty in the dynamics.
In conventional terrain navigation, the measurement model
tells what distribution of height we would measure at each
position, and in magnetic terrain navigation it tells what is the
distribution of magnetic field measurements we could observe
at a given position and orientation.

A particle filter aims at computing the (Bayesian) filtering
distribution, which refers to the conditional distribution of the
current state vector given the observations up to the current
time step p(xk | y1:k). Particle filtering uses a weighted
Monte Carlo approximation of n particles to approximate this
distribution. The approximation has the form

p(xk | y1:k) ≈
n∑

i=1

w
(i)
k δ(xk − x

(i)
k ), (2)

where δ(·) stands for the Dirac delta distribution and w
(i)
k

are non-negative weights such that
∑

i w
(i)
k = 1. Under this
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Ex) Indoor positioning (engineering)

Key ingredients of the solution:

1. The particle filter for computing the position

2. The Gaussian process for building and representing the map of the

ambient magnetic field

3. Inertial sensor signal processing

Movie – map making: www.youtube.com/watch?v=enlMiUqPVJo

Movie – indoor positioning result

Arno Solin, Simo Särkkä, Juho Kannala and Esa Rahtu. Terrain navigation in the magnetic landscape: Particle filtering for indoor

positioning. Proc. of the European Navigation Conf. (ENC), Helsinki, Finland, June, 2016.

Arno Solin, Manon Kok, Niklas Wahlström, TS and Simo Särkkä. Modeling and interpolation of the ambient magnetic field by

Gaussian processes. IEEE Trans. on Roboticsm 34(4):1112–1127, 2018

Carl Jidling, Niklas Wahlström, Adrian Wills and TS. Linearly constrained Gaussian processes. Advances in Neural Information

Processing Systems (NIPS), Long Beach, CA, USA, December, 2017.
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Ex) Epidemiological modelling (statistics)

Aim: To learn a model explaining the seasonal influenza epidemics and

then make use of this model to compute predictions.

Susceptible/infected/recovered (SIR) model:

St+dt = St + µPdt − µStdt − (1 + Fvt)βtStP−1Itdt,

It+dt = It − (γ + µ)Itdt + (1 + Fvt)βtStP−1Itdt,

Rt+dt = Rt + γItdt − µRtdt,

βt = R0(γ + µ)(1 + α sin(2πt/12)),

Measurements:

yk = ρlogit(Īk/P) + ek , ek ∼ N (0, σ2).

Information about the unknown parameters θ = (γ,R0, α,F , ρ, σ) and

states xt = (St , It ,Rt) has to be learned from measurements.
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Ex) Epidemiological modelling (statistics)

Compute p(θ, x1:T | y1:T ), where y1:T = (y1, y2, . . . , yT ) and use it to

compute the predictive distribution.
Particle Gibbs with Ancestor Sampling
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Figure 7: Disease activity (number of infected individuals It) over an eight year period.
The first four years are used as estimation data, to find the unknown parameters
of the model. For the consecutive four years, one-month-ahead predictions are
computed using the estimated model.

worth pointing out that while the sampler effectively targets the collapsed model (28), it
is most straightforwardly implemented using the original state variables from (26). With
xk = (S∆k, I∆k, R∆k)

T we can simulate xk+1 given xk according to (26) which is used in the
underlying particle filter. The innovation variables Vk need only be taken into account for
the AS step. Let V ′1:T be the reference innovation trajectory. To compute the AS weights
(3) we need to evaluate the ratios,

pθ((V
i

1:k−1, V
′
k:T ), y1:T )

pθ(V
i

1:k−1, y1:k−1)
∝

T∏

`=k

gθ(y` | V i
1:k−1, V

′
k:`).

Using (27), the observation likelihood can be written as

gθ(y` | V i
1:k−1, V

′
k:`) = N (y` | ρ logit(Ī`{xik−1, V

′
k:`}/P), σ2), (29)

where I`{xik−1, V
′
k:`} is obtained by simulating the system (26) from time ∆(k − 1) to time

∆`, initialized at xik−1 and using the innovation sequence V ′k:`.

We run PGAS with N = 10 particles for 50 000 iterations (discarding the first 10 000).
For sampling θ, we use MH steps with a Gaussian random walk proposal, tuned according
to an initial trial run. The innovation variables V1:T are sampled from the PGAS kernel
by Algorithm 2. Since the latter step is the computational bottleneck of the algorithm,
we execute ten MH steps for θ, for each draw from the PGAS kernel. No truncation is
used for the AS weights; instead we investigate the effect of using the strategy proposed
in (20). That is, to reduce the computational cost we execute the AS step only with some
probability η, otherwise we keep the current ancestry of the reference trajectory.

In Figure 8 we report the ACFs for the six parameters of the model, for η ranging from
0 to 1. As a comparison, we also provide the results for a run of the PMMH algorithm
with N = 1 000 particles and a random walk proposal distribution tuned according to an
initial trial run. For most parameters, PMMH achieves better mixing than PGAS (however,

2173

Disease activity (number of infected individuals It) over an eight year

period.

Fredrik Lindsten, Michael I. Jordan and TS. Particle Gibbs with ancestor sampling. Journal of Machine Learning Research (JMLR),

15:2145-2184, June 2014.
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Ex) Probabilistic programming (machine learning)

A probabilistic programming language (PPL) provides:

• support for declaring random variables,

• support for conditioning on the observed data,

• and automatic inference.

The memory state of a running probabilistic program evolves dynamically

and stochastically in time and so is a stochastic process.

SMC is a common inference method for

programmatic model.

Creates a clear separation between the

model and the inference methods. Opens up

for the automation of inference!

Program Checkpoint Local operations Commentary
x ~ N(0,1); assume(x) INITIALIZE(x) Named delay_triplet in supplementary

material.y ~ N(x,1); assume(y) INITIALIZE(y)

z ~ N(y,1); observe(z) INITIALIZE(z)

MARGINALIZE(y) No MARGINALIZE(x) is necessary: x, as a
root node, is initialized in the marginalized
state.

MARGINALIZE(z)

OBSERVE(z)

print(x); value(x) SAMPLE(y) Samples y ∼ p(dy | z).
SAMPLE(x) Samples x ∼ p(dx | y, z).

print(y); A value for y is already known.

x ~ N(0,1); assume(x) INITIALIZE(x)
Named delay_iid in supplementary
material. It encodes multiple i.i.d.
observations with a conjugate prior
distribution over their mean.

for (t in 1..T) {

y[t] ~ N(x,1); observe(y[t]) INITIALIZE(y[t])

MARGINALIZE(y[t])

OBSERVE(y[t])

}

print(x); value(x) SAMPLE(x) Samples x ∼ p(dx | y[1], . . . , y[T ]).
x ~ Bernoulli(p); assume(x) INITIALIZE(x) Named delay_spike_and_slab in

supplementary material. It encodes a
spike-and-slab prior [Mitchell1988] often
used in Bayesian linear regression.

if (x) { value(x) SAMPLE(x)

y ~ N(0,1); assume(y) INITIALIZE(y)

} else {

y <- 0; y is used as a regular variable, no graph
operations are triggered.

} y is marginalized or realized by the end,
according to the stochastic branch.

x[1] ~ N(0,1); assume(x[1]) INITIALIZE(x) Named delay_kalman in supplementary
material. It encodes a linear-Gaussian
state-space model, for which delayed
sampling yields a forward Kalman filter and
backward sample.

y[1] ~ N(x[1],1); observe(y[1]) INITIALIZE(y[1])

MARGINALIZE(y[1])

OBSERVE(y[1])

for (t in 2..T) {

After each tth iteration of this loop, the
distribution p(x[t] | y[1], . . . , y[t]) is
obtained; the behavior corresponds to a
Kalman filter.

x[t] ~ N(a*x[t-1],1); assume(x[t]) INITIALIZE(x[t])

y[t] ~ N(x[t],1); observe(y[t]) INITIALIZE(y[t])

MARGINALIZE(x[t])

MARGINALIZE(y[t])

OBSERVE(y[t])

}

print(x[1]); value(x[1]) SAMPLE(x[T ]) Samples x[T ] ∼ p(dx[T ] | y[1], . . . , y[T ]).
. . . Recursively samples

x[t] ∼ p(dx[t] | x[t+ 1], y[1], . . . , y[t])
and conditions x[t− 1].

SAMPLE(x[1]) Samples x[1] ∼ p(dx[1] | x[2], y[1]).
Table 2: Pedagogical examples of delayed sampling applied to four probabilistic programs, showing
the programs themselves (first column), the checkpoints reached as they execute linearly from top
to bottom (second column), the sequence of local operations that these trigger on the graph (third
column), and commentary (fourth column). The programs use a Birch-like syntax. Random variables
with given values (from earlier assignment) are annotated by underlining. The function print is
assumed to accept real-valued arguments only, so may trigger a value checkpoint when used.

7

New conference: ProbProg.

Lawrence Murray and Thomas B. Schön. Automated learning with a probabilistic programming language: Birch. Annual Reviews in

Control, 46:29-43, 2018.
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Mini-course structure

• Part 1 – Probabilistic modelling and SMC derivation

• Probabilistic modelling and Monte Carlo introduction

• Derive a first basic particle filter

• Part 2 – Maximum likelihood system identification

• The particle filter as likelihood estimator

• A new stochastic optimizer

• Part 3 – Bayesian system identification

• Intuition behind MCMC

• Using unbiased likelihood estimates within Metropolis Hastings

The only way to really learn something is by

implementing it on your own.
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Outline – Part 1

Aim: Introductory background on probabilistic modelling and deriving

Sequential Monte Carlo (SMC).

Outline:

1. Course introduction

2. Probabilistic modelling

3. Nonlinear state space model (SSM)

4. Nonlinear filtering problem and its conceptual solution

5. Importance sampling

6. Bootstrap particle filter
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Probabilistic modelling



Modelling

Mathematical model: A compact representation—set of

assumptions—of the data that in precise mathematical form captures the

key properties of the underlying situation.

This mini-course is concerned with dynamical phenomena. The methods

are more general than that and I will hint at this since we can broaden

the scope significantly.

Dynamical phenomena produce temporal measurements (data) arriving

as a sequence

y1:t = (y1, y2, . . . , yt).

Nice introduction to probabilistic modelling in Machine Learning
Ghahramani, Z. Probabilistic machine learning and artificial intelligence. Nature 521:452-459, 2015.
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Representing and modifying uncertainty

It is important to maintain a solid representation of uncertainty in all

mathematical objects and throughout all calculations.
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The two basic rules from probability theory

Let x and y be continuous random variables Let p(·) denote a general

probability density function.

1. Marginalization (integrate out a variable): p(x) =
∫
p(x , y)dy .

2. Conditional probability: p(x , y) = p(x | y)p(y).

Combine them into Bayes’ rule:

p(x | y) =
p(y | x)p(x)

p(y)
=

p(y | x)p(x)∫
p(y | x)p(x)dx

.
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Basic variables classes

Measurements y1:T = (y1, y2, . . . , yT ): The measured data somehow

obtained from the phenomenon we are interested in.

Unknown (static) model parameters θ: Describes the model, but

unknown (or not known well enough) to the user.

Unknown model variables xt (changing over time): Describes the state

of the phenomenon at time t (in the indoor positioning example above xt
includes the unknown position).

Explanatory variables u: Known variables that we do not bother to

model as stochastic.

A key task is often to learn θ and/or xt based on the available

measurements y1:T .
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Computational problems

The problem of learning a model based on data leads to computational

challenges, both

• Integration: e.g. the high-dimensional integrals arising during

marg. (averaging over all possible parameter values θ):

p(y1:T ) =

∫
p(y1:T | θ)p(θ)dθ.

• Optimization: e.g. when extracting point estimates, for example by

maximizing the posterior or the likelihood

θ̂ = argmax
θ

p(y1:T | θ)

Typically impossible to compute exactly, use approximate methods

• Monte Carlo (MC), Markov chain MC (MCMC),

and sequential Monte Carlo (SMC).

• Variational inference (VI).
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Latent variable model

Model variables that are not observed are called latent (a.k.a. hidden,

missing and unobserved) variables.

The idea of introducing latent variables into models is probably one of

the most powerful concepts in probabilistic modelling.

Latent variables provide more expressive models that can capture

hidden structures in data that would otherwise not be possible.

Cost: Learning the model becomes (significantly) harder.
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Markov chain

The Markov chain is a probabilistic model that is used for modelling a

sequence of states (x0, x1, . . . , xT ).

Definition (Markov chain)

A stochastic process {xt}t≥0 is referred to as a Markov chain if, for

every k > 0 and t,

p(xt+k | x0, x1, . . . , xt) = p(xt+k | xt).

A Markov chain is completely specified by:

1. An initial value x0 and

2. a transition model (kernel) κ(xt+1 | xt) describing the transition from

state xt to state xt+1, according to xt+1 | xt ∼ κ(xt+1 | xt).

The state acts as a memory containing all information there is to know

about the phenomenon at this point in time.
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Markov chain

Our two most important applications of Markov chains in this course are:

1. The Markov model is used in the state space model (SSM) where

we can only observe the state indirectly via a measurement that is

related to the state.

2. The Markov chain constitutes the basic ingredient in the Markov

chain Monte Carlo (MCMC) methods.
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Nonlinear state space model



Nonlinear state space model (SSM)

The state space model (SSM) is a Markov chain that makes use of a

latent variable representation to describe dynamical phenomena.

It consists of two stochastic processes:

1. unobserved (state) process {xt}t≥0 modelling the dynamics,

2. observed process {yt}t≥1 modelling the measurements and their

relationship to the unobserved state process.

xt = f (xt−1, θ) + vt ,

yt = g(xt , θ) + et ,

where θ ∈ Rnθ denotes static model parameters.
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Ex) “what are xt, θ and yt”?

Aim (motion capture): Compute xt (position and orientation of the

different body segments) of a person (θ describes the body shape)

moving around indoors using measurements yt (accelerometers,

gyroscopes and ultrawideband).

Data intensive modeling in dynamical systems
Thomas Schön, Uppsala University

The Royal Swedish Academy of Sciences 
Stockholm, September 19, 2013

An experiment to illustrate the importance of a model

ω"

a$g"

m"

Inertial sensors Bio-mechanical Ultra-wideband The world

Task: Find the position and orientation of a human (human motion). 

Key models:

Show movie!

Manon Kok, Jeroen D. Hol and TS. Using inertial sensors for position and orientation estimation, Foundations and Trends of Signal

Processing 11(1-2):1-153, 2017.
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Representing the SSM using distributions

Representation using probability distributions

xt | xt−1, θ ∼ p(xt | xt−1, θ),

yt | xt , θ ∼ p(yt | xt , θ),

x0 ∼ p(x0 | θ).

The unknown parameters can be modelled as either

1. deterministic but unknown (maximum likelihood) or

2. random variables (Bayesian), θ ∼ p(θ).

State inference: Learn the state from the observations.

Parameter inference: Learn the (static) parameters from the

observations.

Notation: We will use p(·) to denote a probability density function of variables that in

some way describes the model or can be induced from the model. 19/49



The nonlinear SSM is just a special case...

A graphical model is a probabilistic model where a graph G = (V, E)

represents the conditional independency structure between random

variables,

1. a set of vertices V (nodes) represents the random variables

2. a set of edges E containing elements (i , j) ∈ E connecting a pair of

nodes (i , j) ∈ V
3. The arrows pointing to a certain node encodes which variables the

corresponding node are conditioned upon.

x0 x1 . . . xT

y1 yT

θ
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The nonlinear SSM is just a special case...

Representation using probabilistic program

x[1] ~ Gaussian(0.0, 1.0); p(x1)

y[1] ~ Gaussian(x[1], 1.0); p(y1 | x1)

for (t in 2..T) {
x[t] ~ Gaussian(a*x[t - 1], 1.0); p(xt | xt−1)

y[t] ~ Gaussian(x[t], 1.0); p(yt | xt)
}

A probabilistic program encodes a probabilistic model (here an

LG-SSM) according to the semantics of a particular probabilistic

programming language (here Birch).

Lawrence Murray and TS. Automated learning with a probabilistic programming language: Birch, Annual Reviews in Control, 46:29-43,

2018.
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SSM – full probabilistic model

The full probabilistic model is given by

p(x0:T , θ, y1:T ) = p(y1:T | x0:T , θ)︸ ︷︷ ︸
likelihood

p(x0:T , θ)︸ ︷︷ ︸
prior

Distribution describing a parametric nonlinear SSM

p(x0:T , θ, y1:T ) =
T∏

t=1

p(yt | xt , θ)︸ ︷︷ ︸
observation︸ ︷︷ ︸

likelihood

T∏

t=1

p(xt | xt−1, θ)︸ ︷︷ ︸
dynamics

p(x0 | θ)︸ ︷︷ ︸
state

p(θ)︸︷︷︸
param.︸ ︷︷ ︸

prior

Model = probability distribution!
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Nonlinear filtering problem



State inference

State inference refers to the problem of learning about the state xk:l

based on the available measurements y1:t = y1:t .

We will represent this information using PDFs.

Name Probability density function

Filtering p(xt | y1:t)

Joint filtering p(x0:t | y1:t), t = 1, 2, . . .

Prediction p(xt+1 | y1:t)

Joint smoothing p(x1:T | y1:T )

Marginal smoothing p(xt | y1:T ), t ≤ T
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The nonlinear filtering problem

State filtering problem: Learn about the current state xt based on the

available measurements y1:t = y1:t when

xt | xt−1 ∼ p(xt | xt−1),

yt | xt ∼ p(yt | xt),
x0 ∼ p(x0).

xt = f (xt−1) + vt ,

yt = g(xt) + et ,

x0 ∼ p(x0).

Strategy: Compute the filter PDF p(xt | y1:t) as accurately as possible.
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Filtering problem – conceptual solution

The measurement update

p(xt | y1:t) =

measurement︷ ︸︸ ︷
p(yt | xt)

prediction pdf︷ ︸︸ ︷
p(xt | y1:t−1)

p(yt | y1:t−1)
,

and the time update

p(xt | y1:t−1) =

∫
p(xt | xt−1)︸ ︷︷ ︸

dynamics

p(xt−1 | y1:t−1)︸ ︷︷ ︸
filtering pdf

dxt−1.

Alternatively we can of course combine the two

p(xt | y1:t) =
p(yt | xt)

∫
p(xt | xt−1)p(xt−1 | y1:t−1)dxt−1

p(yt | y1:t−1)
.

No closed-form solutions available except for a few special cases.
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Importance sampling



The Monte Carlo idea (I/II)

Let x ∼ π(x), where we refer to π(x) as the target density.

(Very) restrictive assumption: Assume that we have N samples

{x i}Ni=1 from the target density π(x), making up an empirical

approximation

π̂N(x) =
N∑

i=1

1

N
δx i (x).

Allows for the following approximation of the integral,

Eπ[ϕ(x)] =

∫
ϕ(x)π(x)dx ≈

∫
ϕ(x)

N∑

i=1

1

N
δx i (x)dx =

1

N

N∑

i=1

ϕ(x i )

”

∫
+ δ →

∑
”
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The Monte Carlo idea (II/II)

The integral

I (ϕ) = Eπ[ϕ(x)] =

∫
ϕ(x)π(x)dx

is approximated by

ÎN(ϕ) =
1

N

N∑

i=1

ϕ(x i ).

The strong law of large numbers tells us that

ÎN(ϕ)
a.s.−→ I (ϕ), N →∞,

and the central limit theorem states that
√
N
(
ÎN(ϕ)− I (ϕ)

)

σϕ

d−→ N (0, 1) , N →∞.
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The Monte Carlo idea – toy illustration

π(x) = 0.3N (x | 2, 2) + 0.7N (x | 9, 19)

5 000 samples 50 000 samples

Obvious problem: In general we are not able to directly sample from

the density we are interested in.
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Importance sampling – basic idea

Importance sampling can be used to evaluate integrals of the form

I (ϕ) = Eπ[ϕ(x)] =

∫
ϕ(x)π(x)dx

without requiring exact samples from the target.

We start by noting that
∫
ϕ(x)π(x)dx =

∫
ϕ(x)

π(x)

q(x)︸ ︷︷ ︸
=w(x)

q(x)dx ,

where q(x) is referred to as the proposal distribution and

w(x) = π(x)/q(x) is the weight function.

Hence, we can write∫
ϕ(x)π(x)dx =

∫
ϕ(x)w(x)q(x)dx .
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Importance sampling – proposal distribution

The proposal distribution is chosen by the user:

1. It should be simple to sample from and

2. we require q(x) > 0 for all x where π(x) > 0

Idea: Chose the proposal density q(x) such that it is easy to generate

samples from it and somehow compensate for the mismatch between

the target and the proposal.
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Importance sampling – proposal distribution

By construction it is easy to sample from the proposal distribution q(x)

and an MC estimator of Eπ[ϕ(x ] is:

1. Sample x i ∼ q(x) for i = 1, . . . ,N.

2. Compute w(x i ) = w i = π(x i )/q(x i ) for i = 1, . . . ,N.

The resulting estimator is

ÎN(ϕ) =
1

N

N∑

i=1

w iϕ(x i ),

where the importance weights properly accounts for the discrepancy

between the proposal and the target.
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Point-wise evaluation of the target

It is often the case that the target density π(x) can only be evaluated up

to an unknown normalization constant Z ,

π(x) =
π̃(x)

Z

where π̃(x) can be evaluated for any x , but the constant Z is unknown.

Ex. (nonlinear joint filtering problem) The target density is given by

π(x) = p(x0:t | y1:t) and we have

p(x0:t | y1:t)︸ ︷︷ ︸
π(x)

=

π̃(x)︷ ︸︸ ︷
p(x0:t , y1:t)

p(y1:t)︸ ︷︷ ︸
Z

,

where we can evaluate π̃(x) = p(x0:t , y1:t) point-wise, but Z = p(y1:t) is

intractable in general.
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Self-normalized importance

sampling



Self-normalized importance sampling

Inserting

π(x) =
π̃(x)

Z

into the importance sampling integral results in

I (ϕ) = E[ϕ(x)] =

∫
ϕ(x)

π̃(x)

Zq(x)
q(x)dx =

1

Z

∫
ϕ(z)

π̃(x)

q(x)︸ ︷︷ ︸
=ω(x)

q(x)dx

Hence, the importance sampling estimator is

ĨN(ϕ) =
1

NZ

N∑

i=1

w̃ iϕ(x i ),

where w̃ i = ω(x i ).

The normalization constant Z is still problematic.
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Self-normalized importance sampling

The normalization constant is given by the following integral

Z =

∫
π̃(x)dx ,

which we can approximate using our samples {x i}Ni=1 from q(x). The

result is

Z =

∫
π̃(x)

q(x)
q(x)dx ≈ 1

N

N∑

i=1

w̃ i .

The self-normalized importance sampling estimate is obtained by

inserting this into ĨN(ϕ),

ĨN(ϕ) =
N∑

i=1

w iϕ(x i ), w i =
w̃ i

∑N
j=1 w̃

j
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Self-normalized importance sampling

Algorithm 1 Importance sampler

1. Sample x i ∼ q(x).

2. Compute the weights w̃ i = π̃(x i )/q(x i ).

3. Normalize the weights w i = w̃ i/
∑N

j=1 w̃
j .

Each step is carried out for i = 1, . . . ,N.

The convergence of the resulting approximation π̂N(x) =
∑N

i=1 w
iδx i (x)

is since long well established.

The fact that we are sampling from a user-chosen proposal distribution

q(x) is corrected for by the weights, which accounts for the discrep-

ancy between the proposal q(x) and the target π(x).
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The importance of a good proposal density

q1(x) = N (x | 5, 20) (dashed) q2(x) = N (x | 1, 20) (dashed)

50 000 samples were used in both simulations.

Lesson learned: It is important to be careful in selecting the proposal

distribution.
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Bootstrap particle filter



Recall the nonlinear filtering problem

Recall that the nonlinear filtering problem amounts to computing the

filter PDF p(xt | y1:t) when the model is given by

xt+1 | xt ∼ p(xt+1 | xt),
yt | xt ∼ p(yt | xt),

x0 ∼ p(x0).

We have shown that the solution is

p(xt | y1:t) =
p(yt | xt)p(xt | y1:t−1)

p(yt | y1:t−1)
,

p(xt | y1:t−1) =

∫
p(xt | xt−1)p(xt−1 | y1:t−1)dxt−1.

Basic idea: Try to approximate p(xt | y1:t) sequentially in

time t = 0, 1, . . . using importance sampling!
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Particle filter – representation

The need for approximate methods (such as SMC) is tightly coupled to

the intractability of the integrals above.

SMC provide approximate solutions to integration problems where

there is a sequential structure present.

The particle filter approximates p(xt | y1:t) by maintaining an empirical

distribution made up of N samples (particles) {x it}Ni=1 and the

corresponding weights {w i
t}Ni=1

p̂(xt | y1:t)︸ ︷︷ ︸
π̂(xt)

=
N∑

i=1

w i
t∑N

l=1 w
l
t

δx i
t
(xt).
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Particle filter – derivation

Assume in an induction-like fashion that we at time t − 1 have

p̂(xt−1 | y1:t−1) =
N∑

i=1

w i
t−1δx i

t−1
(xt−1).

Insert this approximation into the time-update integral

p̂(xt | y1:t−1) =

∫
p(xt | xt−1)

N∑

i=1

w i
t−1δx i

t−1
(xt−1)dxt−1

=
N∑

i=1

w i
t−1p(xt | x it−1).

This is a mixture distribution with one mixture component for each of

the N particles.
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Particle filter – derivation

The measurement update results in

p(xt | y1:t) ≈
p(yt | xt)

p(yt | y1:t−1)

N∑

i=1

w i
t−1p(xt | x it−1)

This suggests that we can target p(xt | y1:t) using an importance sampler!

Guided by the above expression we choose a mixture as proposal

q(xt | y1:t) =
N∑

i=1

ν it−1q(xt | x it−1, yt),

where the weights ν it−1 and the mixture components q(xt | x it−1, yt) are

both user design choices.
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Sampling from the proposal

We sample from the proposal

q(xt | y1:t) =
N∑

i=1

ν it−1q(xt | x it−1, yt)

using a two step procedure:

1. Select one of the components

ait ∼ C({ν jt−1}Nj=1) (categorical distribution)

2. Generate a sample from the selected component,

x it ∼ q(xt | xa
i
t

t−1, yt)

Repeat this N times, for i = 1, . . . ,N.
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Selecting the mixture components – resampling

The particle x̄ it−1 = x
ait
t−1 is referred to as the ancestor of x it , since x it is

generated conditionally on x̄ it−1.

The variable ait ∈ {1, . . . , N} is referred to as the ancestor index, since

it indexes the ancestor of particle x it at time t − 1.

Sampling the N ancestor indices

ait ∼ C({ν jt−1}Nj=1), i = 1, . . . , N

is referred to as resampling.

Resampling generates a new set of particles {x̄ it−1}Ni=1 by sampling with

replacement from among {x jt−1}Nj=1, according to some weights

{ν jt−1}Nj=1.
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Next step – computing the weights

Algorithm 2 Importance sampler

1. Sample x i ∼ q(x).

2. Compute the weights w̃ i = π̃(x i )/q(x i ).

3. Normalize the weights w i = w̃ i/
∑N

j=1 w̃
j .

Each step is carried out for i = 1, . . . ,N.

Compute the weights

w̃ i
t = w̃t(x

i
t ) =

π̃(x it )

q(x it )
=

p(yt | x it )
∑N

j=1 w
j
t−1p(x it | x jt−1)

∑N
j=1 ν

j
t−1q(x it | x jt−1, yt)

Problem: The computational complexity is O(N2)!
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A first pragmatic solution

By using the following proposal distribution

q(xt | y1:t) = p̂(xt | y1:t−1) =
N∑

j=1

w j
t−1p(xt | x jt−1),

the resulting weight computation becomes

w̃ i
t = p(yt | x it ),

resulting in a linear computational complexity!
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Result – A first particle filter

Algorithm 3 Bootstrap particle filter (for i = 1, . . . , N)

1. Initialization (t = 0):

(a) Sample x i
0 ∼ p(x0).

(b) Set initial weights: w i
0 = 1/N.

2. for t = 1 to T do

(a) Resample: sample ancestor indices ait ∼ C({w j
t−1}Nj=1).

(b) Propagate: sample x i
t ∼ p(xt | xait

t−1).

(c) Weight: compute w̃ i
t = p(yt | x i

t ) and normalize w i
t = w̃ i

t/
∑N

j=1 w̃
j
t .

45/49



SMC structure

Same structure for all SMC algorithms.

For the bootstrap PF, given {x it−1,w
i
t−1}Ni=1:

Resampling: ait ∼ C({w j
t−1}Nj=1).

Propagation: x it ∼ p(xt | xa
i
t

t−1).

Weighting: w̃ i
t = p(yt | x it ) and normalize.

The result is a new weighted set of particles {x it ,w i
t}Ni=1.
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Use of random numbers in the particle filter

Random numbers are used to

1. initialize

2. resample and

3. propagate

the particles.

The weighting step does not require any new random numbers, it is just

a function of already existing random numbers.

We can reason about and make use of the joint probability distribution

of these random variables, from which the particle filter generates

one realization each time it is executed.
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SMC convergence in one slide...

Let ϕ : X 7→ R be some test function of interest. The expectation

E[ϕ(xt) | y1:t ] =

∫
ϕ(xt)p(xt | y1:t)dxt ,

can be estimated by the particle filter

ϕ̂N
t ,

N∑

i=1

w i
tϕ(x it ).

The CLT governing the convergence of this estimator states

√
N
(
ϕ̂N
t − E[ϕ(xt) | y1:t ]

) d−→ N (0, σ2
t (ϕ)).

The likelihood estimate p̂θ(y1:t) =
∏t

s=1

{
1
N

∑N
i=1 w̃

i
s

}
from the PF is

unbiased, Eψθ
[p̂θ(y1:t)] = pθ(y1:t) for any value of N and there are

CLTs available as well.
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Short history of SMC

• Bootstrap particle filter invented around 1992–1993

• Auxiliary particle filter, 1999

• Convergence theory: many results in the early 2000 but still an

active research area

• SMC Samplers, 2006 (similar ideas going back to at least 2002)

• Particle Markov chain Monte Carlo, around 2010

• SMC for PPL, graphical models, etc. 2010–present
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